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Executive Summary 

Vehicles are becoming the most sophisticated connected objects in the ‘Internet of Things’. As vehicles 

integrate functionality that will enable a fully autonomous future, the attack surface grows substantially. 

Combined with remote connectivity at multiple points, the clock is ticking in a race to improve cybersecurity in 

all types of vehicles to ensure that all stakeholders, but particularly drivers and passengers, can have full 

confidence that future Connected and Autonomous Vehicles (CAVs) are both safe and secure. 

The automotive industry has a challenge in that legacy technologies are both insecure and take a long time to 

age-out. Unlike many other connected products, vehicles can have a very long lifespan, which demands an 

innovative approach when it comes to cybersecurity concerns. 

The Innovate UK-sponsored Secure-CAV consortium set out to develop and prove hardware-based security 

technology that will allow the automotive industry to leap ahead of the threats that it faces currently and in the 

near-term, putting the industry into a much more tenable cybersecurity posture than it currently holds. 

Siemens has developed Intellectual Property (IP) as well as anomaly detection software, which is able to 

monitor protocols and transactions at the lowest level in hardware. This is backed by unsupervised machine 

learning algorithms and statistical analysis, with expert input from the University of Southampton. This was 

integrated into Field-Programmable Gate Array (FPGA) technology and linked to two vehicle demonstrators 

developed by teams at Coventry University and cybersecurity specialists Copper Horse. A range of selected 

real-world threats were exercised, including purchasing and analysing hacking equipment for existing vehicles.  

Whilst the COVID-19 pandemic presented practical issues for the consortium members, the participants 

overcame the majority of the issues and were able to prioritise a number of real-world and theoretical attacks. 

Building these into a demonstrator enabled the consortium to prove the theory that security anomalies can be 

detected and responded to appropriately, forming the foundation and basis for future developments in this 

emergent security solution space. 
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1. Introduction 

In October 2019, the Secure-CAV consortium commenced a two-year Innovate UK-sponsored project to create 

an embedded security solution for future Connected and Autonomous Vehicles (CAVs). Four organisations: 

Copper Horse Ltd, Coventry University, UltraSoC (since acquired by Siemens) and the University of 

Southampton came together to lend different expertise in their respective domains to the project. 

The Copper Horse team provided security expertise covering the real-world threat environment and hacking 

equipment in cars, built a car hacking demonstrator, provided standards and threat modelling theory expertise 

and oversight of third-party security testing along with a ‘whitebox’ security code review.  

Coventry University provided academic car network expertise and developed a connected vehicle demonstrator 

platform from which attacks could be launched, integrated with the overall solution. 

Siemens developed the core Intellectual Property (IP) and integrated this into a Field-Programmable Gate 

Array (FPGA), providing the basis for a future System-on-a-Chip (SoC)-based solution that could be integrated 

into vehicles of the future. 

The University of Southampton provided Artificial Intelligence (AI) and Machine-Learning (ML) algorithmic 

expertise as well as analysing real-world data collected from vehicles. 

The project participants were forced to develop new ways of working remotely with the onset of the COVID-19 

pandemic which closed offices and university buildings, limiting access to equipment and constraining 

collaboration. This caused some delays and technical challenges which would have been overcome more 

easily had there been a less fragmented approach to the development and security testing. This paper 

describes how the challenge of securing connected and autonomous vehicles can effectively be addressed and 

what the future holds. 

 

2. The History of Car Hacking 

For the car industry, the battle against tampering has been ongoing for many years, primarily against car 

thieves. Improvements have had to be made as criminals sought to work out how to break into cars, how best 

to steal expensive components like car radios and how to get around remote unlocking security. Mostly, this 

has been about hacking, although since the late 1990s, embedded system hacking and reverse engineering 

has played a large part in enabling this criminality, which has steadily evolved alongside industry security 

improvements and continues to this day in a more sophisticated form. 

In recent years, like many other sectors, the hacking and security research community has sought to drive 

change in the automotive sector. To some, this may seem an unlikely ally – the hackers themselves asking for 

security improvement – but this has been a persistent theme. Hackers come in all shapes and forms and 

surprisingly enough, they’re not all criminals. The security research community has long fought against the 

unwillingness and denial of various industries to improve security. The knowledge and expertise of hackers who 

are at the cutting edge of what is possible and who also understand what malicious actors can actually do, 

especially when security is weak, should be listened to. Yet this has not always been the case: the industry has 

often dismissed hackers' concerns, positioning them as the problem rather than part of the solution, and in 

some cases even responding with threats of legal action. 

Often what drives security researchers, beyond the human need to seek out how things work, is a genuine 

anxiety about the real risk of harm to people when governments and corporations do not take cybersecurity 

seriously. Some hackers like the ‘I Am The Cavalry’ collective have actively sought to change government 

policy1. 

While the seminal academic paper on the subject ‘Experimental Security Analysis of a Modern Automobile’ 

published in 20102 provides the real technical warnings that vehicle original equipment manufacturers (OEMs) 

should heed. Few would argue with the industry change that has been brought about as a result of Charlie 

Miller and Chris Valasek’s 2015 practical and visual demonstration of what happens when vulnerabilities line 

up3. The awareness that this raised caused regulators and policymakers to wake-up and concentrate on the 

nightmarish future if automotive cybersecurity was not properly addressed. 

 



 

Secure CAV – Advanced cybersecurity for connected and autonomous vehicles www.securecav.com 6 

Figure 1 Leveraging the positive influence of the hacker community 

 

 

Since then, behind the scenes, some OEMs have recruited security teams to close the product security and 

cybersecurity gap across their businesses. One consistent ally of the security research community has been 

Tesla. It actively recruited security researchers such as Kristin Paget, including bringing a car to the vendor 

area at the world’s biggest hacking conference, DEF CON 22 in 2014. Elon Musk himself visited the Car 

Hacking Village at DEF CON 26 in 2018 and promised to make Tesla’s security software open-source. 

 

Figure 2 Tesla at DEF CON 22 (author’s own picture) 
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3. The Issue of Legacy 

The automotive industry has a long and illustrious history but it has brought a lot of baggage along with it. It 

struggles to be agile and has to conform with a lot of regulations across the world. As a result, meaningful 

technological change can take many years. This does not sit well with the current pace of security research and 

technology improvements.  

Compounding this, because of the high initial cost and subsequent re-sales, the vehicles themselves can be on 

the road for a very long time in comparison with other products that consumers purchase. Most vehicles have 

no ability for software to be updated. Even fewer can be updated remotely: even where this is possible, 

systems may be too old to be upgraded.  

 

 

Figure 3 Support for legacy vehicles can be costly and complex 

Overall, a lot of structural legacy remains, co-existing with new technologies such as bandwidth-hungry video 

systems. One of the challenges for automotive OEMs is that they are heavily reliant on others – including for 

interoperation, industry standards and security. The main drivers for in-car network innovation for connected 

and autonomous vehicles at the moment are speed and bandwidth – the ability to push high volumes of video 

and data for analysis. The ushering in of Ethernet technology alongside Controller Area Network (CAN) 

interconnect will bring in a combination of legacy networking challenges as well as an increase in complexity. In 

the short to medium term, it can be expected that the cybersecurity risk to vehicles will increase before it settles 

down. As such, there is a direct requirement on industry to develop measures that can address the legacy, but 

in as seamless a way as possible. 

Practically, this means tackling the two biggest weaknesses of the CAN bus – the lack of integrity protection 

and the lack of authenticity, i.e. anyone can change a CAN message at any time and also pretend it has been 

sent from a particular component, with blind acceptance by the receiving component. This is just one example 

where sticking-plaster solutions such as retro-fitted CAN-firewalls provide only limited protection. Other issues 

exist and, as with other sectors, connecting vehicles to the internet without addressing the long-term legacy is a 

very big gamble. 
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4. Approaching Tomorrow’s Problems 

The car of today is still in its infancy when it comes to what the future holds. Everything is being revolutionised 

and the whole concept of what functions vehicles should serve is being questioned. Most mechanical functions 

of course will remain the same for the foreseeable future: a car has four wheels, brakes and motive power. The 

major changes are around how the vehicle communicates, both within the vehicle and around it. The provision 

of Vehicle-to-Everything (V2X) functions covering everything from Vehicle-to-Vehicle (V2V), Vehicle-to-

Infrastructure (V2I) through to Vehicle-to-Pedestrians (V2P) and vice versa, will give future cars enhanced 

situational awareness, aiding the journey towards fully connected and autonomous vehicles (CAVs). The 

standardisation of this functionality has been going on for some time and example implementations are already 

coming to market across the world. The development in Micro-Electro-Mechanical Systems (MEMS) devices 

means that high-quality and varied sensing can be provided across the vehicle to give direct awareness of 

events from cameras through to pressure sensors in components and the bodywork. 

Alongside this, the internet of things is developing at pace, meaning that even objects that are not directly 

communicating with a vehicle can provide useful information to cloud services that can be utilised by the OEM, 

service providers and the driver themself, whether it be information concerning a road blockage derived from 

AI-assisted cameras or environmental conditions such as ice detected by bridge sensors. 

 

 

Figure 4 Through vehicle and network developments, vehicles are increasingly communicating with their environment  

In-vehicle network developments, increased transmission speeds and reduced latency on the cellular network 

side mean that the sheer volume of data can be handled more easily and with greater reliability than ever 

before. 

However, with these fantastic developments comes increasing complexity and an increasing burden of legacy. 

All of these technologies are built on the backbone of protocols, software and services, some dating back to the 

1960s and 1970s, which are going to have to be replaced to achieve true security and resilience. Such a step 

change is difficult and costly and while this situation exists, the only solution is to build sufficient strength in 

depth that the weaker elements do not compromise the more modern and future elements. 
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5. Useful and Realistic Threat Modelling 

Threat modelling is often seen as a tick box exercise by many companies, if any is performed at all. The 

difficulty lies in the fact that it is often seen as a boring and sometimes pointless exercise. There is no obvious 

connection between the product or service that is being made and the distant set of actors who may break in 

and hack it. This can also be because the people who need to know, in research and development 

departments, are also distant from the market – they’re not having to deal with customers on the ground and 

they don’t see the impact of criminality unless it hits them directly in the form of something like keyless car theft. 

There is a problem in that risks are miscategorised or over-emphasised because of a lack of domain knowledge 

and on-the-ground experience when it comes to understanding malicious hacking. For example, making a claim 

that certain hacking tools come from ‘the dark web’, when, in reality, most of the bad stuff can be found easily 

via a regular web search. As a result, threat analyses that are conducted are often incomplete and place too 

much emphasis in the wrong places. 

A handful of individuals have driven changes in approaches to threat modelling and reducing the barriers to 

getting started. Adam Shostack has been at the forefront of these efforts and as well as authoring the most 

important reference book on the subject4, is active, including providing online tutorials of his threat modelling 

aid – ‘Elevation of Privilege’5, which is a gamified way of roundtable elicitation of threats to systems. 

The ISO/SAE 21434 specification ‘Road vehicles – Cybersecurity engineering’, published in August 2021, 

recommends the use of a methodology such as STRIDE, developed by Praerit Garg and Loren Kohnfelder at 

Microsoft, and / or ‘mis-use elicitation’6. 

A number of off-the-shelf solutions exist for threat modelling, but in general, users have to do the real work to 

fully commit to a particular solution and stick with it7. Some of these solutions are anchored in the STRIDE 

methodology and framework, while others rely on proprietary databases of threats and assets and structured 

(but not standardized) description language formats. 

The reality is that threat modelling is hard. It can be used as a tool to aid design and for teams to both think 

more clearly and to articulate what types of issues they may face. However, without real-world experience of 

the ways that systems are attacked at an engineering level, it can be far too abstract. It is crucially important 

that the teams involved in this work truly understand the threat environment and are in a position to sensibly 

and dispassionately risk-score certain scenarios. The reason for this is that a mis-scored threat or risk can, if 

scored too highly, mushroom the cost of development. Conversely, too low a score will starve funds and 

engineering resource from an area that sorely needs attention. The overall result being the well-known ‘open 

kitchen window, triple-locked front door’ scenario.  

Other aids to threat modelling can be beneficial in helping to model other aspects of attack – for example the 

cost to an attacker of taking a particular route. Attack trees provide this ability and are useful in that, if done 

well, they can be modular and combined in a kind of jigsaw puzzle to provide very useful insights. Again, the 

best way of working on attack trees is to involve individuals in the team, who truly understand the situation on 

the ground both in terms of the technology and in how it is being broken in the field. 
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Figure 5 Example high-level attack tree from the Secure-CAV project

 

One crucial element to threat modelling is that it should not be static. It should not be allowed to go stale. 

Everyone has to start somewhere, and the time invested in the initial threat modelling is likely to pay dividends 

over time, as long as it is maintained and adhered to by the development teams. It is unlikely that there will be 

an industry-wide threat model, however individual OEMs will have very similar models, as will their suppliers. 

Future developments are likely to see further automation, but this discipline will still be one of critical thinking. 

The Copper Horse team working on the Secure-CAV project used these principles and best practices to 

develop threat models for the selected abuse cases in the project, taking a real-world approach based on what 

is actually happening on the ground and the techniques used, rather than a purely theoretical view of the threat 

landscape facing the automotive industry now and in the future. 

 

6. Building a Solution that is Effective but Secure 

A threat model that is realistic, an understanding of the vehicle technology currently under development, and 

insights into how current technology is attacked and by whom, create a strong basis from which to build truly 

secure products that will, with attentive maintenance, be able to withstand the rigor of the market throughout 

their lifecycle. However, there is a danger at this point that security becomes a point not of trust but of product 

‘control’. 

6.1 Balancing Security with the need for Openness 

The concern of many in the security research community is that steps to properly increase local device security 

may reduce the freedom of users to modify products they have bought, to repair them (linked to the ‘right to 

repair’) and to improve them. In modern product security terms what this boils down to is who is in control of the 

‘root of trust’ for the product, including who can update the software and who can apply modifications.  

On one side, product security technology is sophisticated enough to reliably be resistant to tampering. In the 

automotive world this means that entire classes of attack could be successfully removed if a concerted and 

industry-wide effort were made across the component supply chain to implement modern product security 

techniques and technologies.  
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On the flip side, the cost is restricting the activities of many loyal and dedicated car fans who modify their 

vehicles in a variety of ways. A massive market and industry exists for improving and enhancing vehicles: and 

‘modding’ has been the basis of much innovation in the car industry, whether it be custom hot rods or motor 

racing; Carroll Shelby’s amazing engineering team originated in the South Californian hot-rodding community.  

Figure 6 Shelby American’s win at Le Mans in 1966 would not have been possible without Carroll Shelby’s team of hot-rodders 

 

 

The car industry may be able to address this sensibly by creating ‘authorized’ third party component routes 

(similar to consumer products) which may guard against the fear of creating safety, security or compliance 

issues. OEMs need to balance the need for control with the risk of stifling innovation. It may seem paradoxical 

to security, but to create a vehicle platform that is successful and to embrace openness means to be able to 

effectively manage the risk of maliciousness that comes with that. Car manufacturers should be embracing their 

most loyal fans who are the ones who will want to use apps and on-board diagnostics OBD-II tools like Torque 

Pro8 for monitoring vehicle performance, as well as the developers of such tools. Rigidly preventing these 

communities from accessing the car will inevitably cause more hacking, not less. 

In early 2021, Tesla was forced to open up its platform for third party repair within the European Union, so it 

can be expected that similar actions will follow for other OEMs as they become more sophisticated in their 

offerings9. 

All of these things point to the need for a more open future ecosystem of cars. 

6.2 Living with Legacy 

As discussed above, the lack of integrity protection and authenticity on the CAN bus is just one of many difficult 

legacy issues that face OEMs. Without a direct, immediate replacement, what this means, in reality, is finding a 

way to introduce encryption of elements of the CAN bus while still allowing for legacy operation. This in turn 

requires unique and reliable identification at the encryption end-points and the ability to generate keys securely. 

All of this requires computing power, which in turn drains battery life when it comes to Electric Vehicles (EVs). 

Alongside this, the ability to monitor for anomalies is something that has been severely lacking in the vehicle 

space, although some basic measures have been taken (for example CAN bus and OBD-II firewalls / 

gateways). Solutions being designed to prevent common, expected attacks against the CAN bus focus on the 

obvious issues such as modification / spoofing attacks and system availability attacks by overloading message 

buffers. One challenge that has to be faced down for future monitoring is: ‘what do you do when you discover 

an anomaly?’ and ‘how does the attacker then react?’. 
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6.3 Building on Good Practice but Aware of the Pitfalls 

Hardware reverse engineering is a very well-understood discipline which means that measures that were 

previously taken by equipment manufacturers to obfuscate or to ‘secure’ their implementations are almost 

completely redundant. This forces future implementations further down the stack and into the System-on-a-

Chip (SoC) and silicon itself. Chipset manufacturers are transferring technology from other domains such as 

the mobile phone industry into the automotive space, but they also need to consider that they need to advance 

their own solutions too. Whilst good practice and common security technology is being brought to all industries 

at once, this means that a successful breach of that could have very widespread effects. The most impactful of 

the hardware attacks seen to date were Meltdown and Spectre, affecting processors. They were disclosed and 

worked on by security researchers for over 18 months and have caused widespread disruption and cost for 

industry10. 

Some issues are not easy to overcome. The issue of a trusted, secure identifier is not simplistic and inevitably 

ends up with a cryptographic key management problem. Embedded ‘HSMs’ (Hardware Security Modules) 

cannot ever be as rich as standalone HSMs – both in implementation and operation. The issue of random 

number generation is ever-present and the more embedded these operations are, the less ability they have to 

be sources of entropy to aid randomness. In other sectors, manufacturers have resorted to two solutions to this 

problem. Firstly, key generation with the assistance of a network – for example, the Generic Bootstrapping 

Architecture (3GPP TS 33.220)11 and eSIM assisted device provisioning such as GSMA’s IoT SAFE12. 

Secondly, pre-provisioning of keys that have been generated on the manufacturing line by a HSM.  

Embedded, secure storage and trusted execution is an absolute necessity in modern embedded systems, in 

order to safely use and store the keys and other security sensitive data such as cryptographic initialization 

vectors (IVs) and shared secrets. A trusted platform provides the foundation of security for everything else, 

including being able to validate software updates to a component, to provide a secure path to boot with 

confidence in the integrity of the system and to extend (or deny) trust. The process of creating trusted vehicle 

components is likely to require cooperation between different parts of the automotive ecosystem – for example 

the Tier 1 manufacturer of the component will require cryptographic signing keys, but it is likely that the 

automotive OEM will also want their own. This need and reliance between industry peers is going to force 

security cooperation which can only be ultimately beneficial. Not all peers are going to be truthful or honest and 

this then becomes a question of supply chain security. It may be that OEMs need to operate security 

compliance schemes for suppliers of third-party components that want to integrate into the car ecosystem. This 

again concentrates power into the hands of a few actors, but on the flip-side reduces the potential damage that 

– say – a third-party infotainment center could cause as the result of a cyber attack utilizing vulnerabilities in it 

and using it as a pivot towards the vehicle. 

It would also be expected that other defensive techniques within software are deployed e.g. Address Space 

Layout Randomization (ASLR) and Data Execution Prevention (DEP), depending on the implementation. 

Although, again, it should be noted that these techniques are becoming well-understood by attackers and have 

their own sets of issues, for example Return-Oriented Programming (ROP) attacks13 14. 
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7. Effective, Representative Examples for Hacking a Future Vehicle 

In approaching the appropriate examples to choose for hacking a future vehicle, a selection of around 70 

attacks were scored by the Secure-CAV project partners, taking into account their real-world value and the 

extent to which they exercised the solution being put forward. While theoretical attacks are interesting, actually 

dealing with existing threats for real vehicles provided more value on multiple levels, including how the future 

will evolve. For each of the attacks, threat models were built. 

7.1 Mileage Correction 

The first abuse case that the team worked on was the 

problem of mileage tampering and correction (also 

known as ‘clocking’), which has been a persistent 

problem for years. There are many tools available to 

tamper with mileage, some ambiguously called ‘CAN 

filters’, that have been created by teams of hackers, 

across almost all types of vehicles. The Copper Horse 

team was able to acquire some of these tools and get 

them operating both in a demonstrator and in real 

vehicles. This enabled the team to perform some 

reverse engineering of the hacking tools, acquire data 

for analysis and to provide the working basis for the 

solution to run against. These tools are widely 

available and are just one example of a healthy and 

active reverse engineering scene which understands 

vehicle architectures at a deep level. While this causes a range of issues for purchasers, car dealers and 

governments from price inflation through to component failure, this type of issue should concern OEMs 

because this is the wellspring from which future, more nefarious attacks will flow. 

7.2 OBD-II Based Attack 

This abuse case looked at the wealth of third-party 

dongles15 that have sprung up to connect to the open 

and standardized OBD-II interface commonly used 

by technicians for vehicle servicing. Some of the 

dongles are designed for telemetry, diagnostics and 

fun purposes, but others are specifically designed to 

manipulate the vehicle to side-step emissions 

regulations or to cause harm to users (e.g. 

unauthorized tracking devices). As these tools, on 

the whole, are widely available and inexpensive to 

buy, this was a good basis around which to build 

detection mechanisms, especially as they provided a 

range of functionality which enabled a range of 

detection techniques to be brought into play. 

 

7.3 Infotainment / Head Unit 

The vehicle infotainment system is a weak area 

when it comes to hacking. It provides a jumping-off 

point for hackers into the CAN bus network from a 

very rich computing system. Modern head units or 

infotainment centers contain an operating system, 

often Linux-based. They often contain a browser and 

web runtime engine. They have user-accessible 

interfaces such as Universal Serial Bus (USB). 

Importantly, they rarely get updated. Users often also 

buy third-party head units which are nothing to do 

with the original OEM which can expose them to 

considerable risk. Many devices available on the 

market are based on out-of-date versions of Android Open Source Project (AOSP) Android, have the potential 

for pre-installed malware and encourage the user to side-load untrusted applications. All of this is a recipe for 

disaster in the car that doesn’t properly guard against traffic emitted from head units.  
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7.4 Door Lock 

This simple case was used to detect the operation of 

the door lock, which may provide useful information 

about the state of the vehicle if that were to be 

targeted in some way. From a detection perspective, 

it is a simple binary operation. 

It is important to note that while the demonstrators 

have elements that are necessarily contrived in the 

emulation of some of these attacks, they are as close 

as possible to the real thing, particularly in the case 

of the mileage tampering attack. Of course, many 

other abuse cases could have been chosen and it is 

likely that work will continue on the hacking 

demonstrator platforms to integrate and to show 

these attacks in a physically safe environment 

outside of a real vehicle. 

 

 

8. Dissecting the Hacking Approach at a Technical Level 

Understanding how reverse engineering happens in the real world is critical to creating a solution that will be 

able to withstand sustained attempts at breaking it. It is accepted that everything can be broken given enough 

time, effort and money, however the bar of defensive security can be raised to an ‘acceptable level’ such that 

an attacker’s life is made very difficult.  

8.1 Reverse Engineering and Hacking in the Market 

In the case of the equipment and software that is readily available on the market to purchase, such as OBD-II 

tools or mileage clocking ‘correctors’, research by the Secure-CAV partners appears to show that data is 

gathered for individual vehicles or classes of vehicle (sometimes called platforms), which may cover multiple 

brands. Data is gathered with equipment that is very low cost. The author was able to purchase all the 

equipment needed for just over £20 (c. US$28) and to use widely-available open-source software. Another 

common method is to gather information from published service documentation and internal information, where 

possible. This can be gathered in a variety of ways. 

 

Figure 7 Low-cost mileage correctors are easily obtained via a simple internet search 
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Once the data for vehicles is available to the tool creators, they have to understand it and work out how to 

integrate it into their tools, as well as protect it from attack from other creators. It is important to note that this is 

a particularly mature industry in its own right. The authors were able to find mileage correctors targeting the 

CAN bus in vehicles going back many years. This means that either the car industry was doing nothing to 

address the problem or that the hackers were easily able to side-step vehicle OEM countermeasures. 

Ultimately, for the tool creators to evolve their businesses with new models of vehicle seems a relatively easy 

task. The market is well-established and requires relatively little engineering effort to add a new vehicle. There 

are a few different methods, some of which involve the connection of equipment whilst others involve device 

removal from car components. The simpler and easier the solution is to use (for example for a non-technical 

user in a garage), the more likely that it will sell. For the hackers and reverse engineers, they will be seeking to 

create a such a solution, even if they need to do more complicated hardware modifications in the reverse 

engineering process. As such, vehicle OEMs must guard against the reverse engineering itself and the 

commoditized version of the working hack once it hits the general market. 

8.2 Emulating Reverse Engineering Through Security Testing 

Reverse engineering is the process of working out exactly how a system functions. A hacker needs to go 

through this in order to discover how to subvert the normal functioning to achieve what they want. This process 

can be destructive and often requires a very long period of understanding the way things work. Security testing 

often seeks to emulate this process but on a vastly reduced timeline. There are different forms of testing that 

can take place. It may be desirable to conduct an initial ‘black box’ test without detailed information about the 

system. This will involve identifying hardware and software interfaces (whether advertised or not). A second 

step will involve monitoring data and traffic across those interfaces to discover whether known protocols are in 

use. Typically, in electronics, there are a finite number of interfaces in use (such as serial UART, J-TAG, I2C, or 

SPI). Over many years, tooling to aid this has grown up and the reverse engineering community now has some 

extremely mature and capable tools at their fingertips which vastly reduce the complexity of certain types of 

reverse engineering.  

In a car, the hacker also knows that they are dealing with a known set of communications protocols between 

components (e.g. standardized OBD-II and CAN bus). All of this, combined with other, common commercial 

and open-source software (e.g. Linux or Android on a head unit or the use of openSSL in various components 

such as Telematics Communications Units (TCUs)) reduces the effort and learning curve for the experienced 

reverse engineer. 

In a testing scenario, these aspects can be dealt with by performing ‘whitebox testing’ – that is to have full 

access to design documentation, the source code base and its libraries. This enables an informed analysis to 

take place, avoiding most of the need to reverse engineer, ultimately saving vast amounts of time. Most 

whitebox testing is now setup to be built into the existing development process, with tools available to look at 

both uncompiled and compiled code.  

In all cases, whether it be a hacker or a tester, the sheer volume of analysis and the depths to which security 

bugs may be buried - and their complexity - mean that whilst it is possible to find most issues, it is unlikely that 

all bugs would be identified. One prime reason for this is that exploitable exploit chains are the result of multiple 

failures and these are not all discovered at once. Companies may also assume that certain vulnerabilities they 

have chosen not to fix are safe from exploitation, forgetting that new vulnerabilities are discovered each day. 

Vulnerability management is something that all companies should carefully consider. The UK’s National Cyber 

Security Centre (NCSC) has some excellent guidance16. 

Taking all of this into account, attackers, designers and testers must employ automation to help them and to 

reduce the time needed to identify candidate vulnerabilities for exploitation. The most well-known of these 

automated techniques is ‘fuzzing’: throwing structured and unstructured data at interfaces in order to induce 

failures which can then be further analyzed. In some cases, simply creating a failure mode that causes the 

system to crash may be enough to achieve an attacker’s aims. The ‘SMS of Death’ attack17 was enough to 

cause phones to crash and reboot and the researchers explained that it was possible to take out large volumes 

of phones quickly. Translate that into the vehicle space and the effects of a vehicle ‘operating system reboot’ 

could be a little more than inconvenient. Fuzzing is primarily aimed at unhandled or mishandled input over an 

interface. These issues can often be avoided by correct parsing and constraining the types of data and 

messages that can be communicated to specific types and ranges. However what has been repeatedly shown 

over the years is that performance requirements often trump security, meaning that functions for checking the 

validity of data are avoided or specifically removed18 19. 

Another factor to consider is that automated tools will always be one step behind – looking for known 

vulnerabilities which are published in MITRE’s Common Vulnerabilities and Exposures (CVE) database20 21 or 

classes of vulnerabilities (e.g. obvious integer or buffer overflows). It is however a reasonable expectation that it 

is now considered good security practice to ship a product with ‘no known vulnerabilities’ given the wealth of 
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tools that can assist in this process and the increasing ease of deployment of the latest versions of third-party 

software components. 

8.3 Other Techniques 

A further step for a hacker will be to identify any components of interest on a Printed Circuit Board (PCB) and to 

‘dump’ the contents of any memory for offline analysis. Again, the tooling for this both for in-situ analysis and 

‘chip-off’ is now widely available and the costs have come down substantially in the last few years. The internet 

has provided a platform for sharing knowledge, contacts, equipment, and tutorials and for collaborative efforts 

across continents, in order to crack into various different types of technology. Much of this is transferrable 

knowledge, meaning that experience from one technology domain (e.g. consumer electronics) can be easily 

carried over to a different one (e.g. automotive). 

Figure 8 Memory probing and chip-off 

 

The economics that drive these types of tools are simple – there is a market for unscrupulous garages or 

individuals to modify key information such as mileage to inflate vehicle prices22 23. This will continue to exist as 

long as the bar is low enough to successfully break in. As the bar rises through the improvement in security 

technologies, the value of the hack increases and therefore the motivation. The number of hacking tools on the 

market available to perform the same function will reduce, but the price of the remaining tools will increase. 

There is a perverse situation in which the scarcity of the tools concentrates the efforts of the few capable 

hackers at the top of the tree and forces the bar to be raised again. Evidence from the battle between the 

rooting / jailbreaking community and the mobile industry shows that this battle can be won by industry, but it 

must be persistently fought. 

8.4 Security Threat Monitoring for Future Product Security 

Ultimately, the current bar for access to the underlying technology in vehicles is very low. The automotive 

industry appears to use a mixture of methods to frustrate hacking and reverse engineering attempts. These 

include: 

• Active monitoring of the web for information leakage 

• Legal threats – following up on the monitoring efforts - for example against the publication of technical 

information or reverse engineering on the web or even in academia 

• Technical measures to protect service and factory documentation as well as designs 

• Basic technical measures in the car, e.g. pairing of devices to vehicle information 
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It is not clear whether the OEMs purchase and reverse-engineer hacking tools, however it would be prudent for 

them to do so. 

These techniques mirror the efforts of other industries such as the mobile phone industry in the 1990s / early 

2000s, with a key difference being that for the mobile industry the defensive technologies necessary to defeat 

basic hacking had not been invented. The opposite is the case in automotive – the technology exists but it has 

not yet been fully brought into the automotive supply chain and deployed. The car industry is different in that it 

has a lot of history, a wide range of components which are products in their own right, and that it has moved a 

lot more slowly, partly due to regulatory burden. 

The overall value and importance of assets in the vehicle is increasing at pace. As a consequence, it is not 

good enough just to fix existing holes with existing technologies that are being studied and are already 

understood by hackers looking at other more sophisticated industries such as mobile phones. The automotive 

industry needs to overcompensate at this stage and move significantly ahead of the game by moving further 

down the technology stack to counter the fact that hackers are already very sophisticated. There must be an 

effort to leap-frog the hacking community and to implement more advanced and cutting-edge techniques for 

securing the vehicle properly. 

 

9. Results Discussion and Analysis 

The threats that were selected by the Secure-CAV consortium were analyzed and, where necessary, 

equipment purchased that was able to initiate the attack. This involved choosing real-world vehicles and the 

corresponding equipment in order to get both sample data and to be able to recreate the attack in the 

laboratory. This helped to drive the development of the demonstrator at Coventry University and Copper 

Horse’s own hacking rig. In the ‘mileage correction’ abuse case, a number of ‘CAN filter’ tools were acquired. 

These were also inserted into a real vehicle to record the traffic on a real vehicle network. This aided the 

integration work on the demonstrators, while providing extensive information for analysis by Siemens and the 

University of Southampton for software development and applying machine learning techniques. 

In the same way, a number of OBD-II dongles were analyzed by the Copper Horse team and a selection 

acquired to see the effects in-vehicle. There are many different functions available so this was a rich area for 

analysis. Again, extensive data was recorded and provided which enabled further work on understanding what 

the best techniques were to apply in order to detect the vehicle modification activities which had been facilitated 

by the dongles.  

For the other abuse cases, on-chip detection techniques were developed by Siemens which looked at the data 

that would likely come through those systems via the AXI bus within an ECU or SoC. This is accompanied with 

protocol and transactional-aware techniques which could be applied for anomaly detection across a range of 

technologies whether they be Telematics Control Units or Infotainment / Head Units. Copper Horse performed 

initial research into low cost, third party, but computationally rich infotainment units which indicated that there 

was a substantial risk to vehicle networks in the case of pre-installed malware, a modus operandi that has also 

been seen in the case of counterfeit and ‘sub-standard’ mobile devices. Other more modern threats such as 

ransomware may also be achieved via this vector. 

All of these mechanisms were implemented into an FPGA by Siemens to provide a functional reference 

example of hardware-based SoC monitoring across multiple ECUs which, integrated together with the 

demonstrators, will also provide an effective testbed for the automotive industry and the Secure-CAV partners. 

Additional vehicle components can be added and the network runs at the same speed as the real vehicle, 

providing a near-real, but safe environment for experimentation and development. This platform is especially 

useful for the sensor-rich Advanced Driver-Assistance Systems (ADAS) that are needed for connected and 

autonomous vehicles. With the rapid development in ADAS subsystems such as lane control, Light Detection 

and Ranging technology (LiDAR), cameras and increasing numbers of sensors, there is an increased attack 

surface and an increased requirement for high-speed processing on-SoC. 

9.1 Detecting Attacks 

The solution IP that was developed by Siemens uses embedded analytic introspection monitors. These are 

hardware circuits which can be integrated into the silicon chips at the heart of the vehicle electronics. They 

provide measurements which the analytics software uses. The monitors are configurable to look at different 

properties of on-chip operations (known as transactions) - e.g. the latency, duration, bandwidth, counting and 

timing and derivatives such as averages and peaks. This provides a rich basis on which to find different types 

of anomalies. Secure-CAV provides a platform not just for security, but for any inter-related issue in the vehicle 

– for example performance and safety. 
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What the analysis of the vehicle and hacking equipment data showed was that whilst, in some cases, it was 

possible to take a rule-based approach using basic linear transformation models, other approaches were 

needed for more complex types of attack. In addition, signature-based approaches to detecting anomalies are 

challenging to develop, due to the diversity and complexity of scenarios in which a car can operate. To look for 

outliers that could indicate a more interesting security exploitation, an unsupervised approach was preferred as 

those types of data points would be scarce within collected datasets indicating what ‘normal’ should look like. 

Examples of such unsupervised techniques and statistical methods include looking at density, such as k-

nearest neighbors, local outlier factor models and deep learning neural network methods such as variational 

autoencoders. 

Along with implementing the detection mechanisms across multiple types of protocol and information vector, 

the Secure-CAV solution also implements CAN-HG™ which provides increased integrity protection on the CAN 

bus, while co-existing with existing legacy networks. 

 

Figure 9 Siemens Cyber Security FPGA Reference Platform 

 

The Siemens solution was able to go one-step further when it came to dealing with modifications to mileage 

which provides an indication of where things could go in the future. Because the data was linear in nature and 

there were additional indicators to give extra confidence, the detection mechanism was able to re-correct the 

manipulated messages for the system as if the mileage corrector had never been inserted. This of course is a 

high-risk strategy in a real deployment, but gives an interesting insight to what may be possible in the future. 

 

10. What Does the Attacker Do Next? 

Having taken actions to defend and frustrate an attacker, the defender must analyse the next chess moves for 

the adversary. Once they discover that their attack won’t work, where do they go next? What new weak points 

emerge and is the system exposed in an unacceptable way?  

What happens in most cases is that the attacker must seek the takeover of an authentic entity – either the user 

or by compromising and completely taking over the unit or component – putting themselves in the position of 

being able to send authentic messages and communications. Other innovative attacks will involve abusing the 

newer technologies being brought into vehicles. 

Side-channel attacks are likely to involve physical disruption – such as remote manipulation of oscillators or 

connected sensors. Attack development in these spaces is developing considerably. One example is causing a 

drift effect on MEMS oscillators due to helium hermeticity24. Another is the use of lasers to cause a 

photoacoustic effect in MEMS sensors used for capturing audio and yet another is to trigger accelerometers 

with sound25. Advanced attacks that can combine these techniques can together be used for other types of 

attack. For example, if the component is also internally compromised, externally controlling the input sensors 
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can be used as a clever method for data exfiltration or, at the other end of the spectrum, for more crude attacks 

on availability. 

The question for the attacker is: “at what point does the system give up?”. What is meant by this is: can a 

failure mode be reached in which the system can’t shut down because it would be either too physically 

dangerous (e.g. to the driver), or that failing is going to be more disruptive than continuing? A real-world 

example of this can be seen in the Online Certificate Status Protocol (OCSP) failure where the attacker can 

send a response of ‘3’ (try again later) – which can reasonably be expected to be mishandled by the receiving 

application. The reason it is easy to exploit this mode is that a developer is more expectant of a network outage 

than they are of an attack. 

 

Figure 10 Predicting an attacker's next move is like strategy in a game of chess 

Assuming that the systems inside the vehicle have some form of monitoring and detection of vehicle 

communications and system interactions, such a defensive system cannot rely on its pre-computed methods 

for monitoring and detection because attack methods do not remain static. The system itself is going to find it 

difficult to learn what ‘bad’ looks like and can only know what ‘normal’ looks like to a certain extent. 

Heuristic measurements cannot generally protect against an entirely new form of attack (a zero-day), because 

the detection methods have to be programmed in the first place. 

There is also a finite amount of memory for logging of events on-device. Where this is used for machine-

learning, this limitation means that an attacker can potentially make themselves gradually part of what ‘normal’ 

looks like, over quite a small period of time, depending on how monitoring is performed. 

The existence of monitoring functions themselves cannot remain a secret (although perhaps there is a small 

gain to be had initially). To successfully operate however, they should be carefully designed to not trigger 

reports or actions immediately and to operate in a clever manner. They should also be acting as an orthogonal 

system which is under the control of a separate Trusted Execution Environment (TEE)-based system. This 

makes life difficult for the attacker, who in practice is going to deliberately probe and see which conditions stop 

their activities or induce communications or reports from the monitoring functions, indicating that a detection of 

an anomaly has taken place. 

The attacker will also seek to undermine the monitoring function itself – either by modifying it, disabling it 

directly, causing it to react inappropriately (false reporting), or neutering it - for example to cut off its ability to 

react or report in any way. It is alleged that NSO Group’s Pegasus spyware on mobile devices prevented 

system communications back to Google and Apple in order to continue undetected. System integrity around 
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such a monitoring or ‘guardian’ function is critical and becomes a question of ‘Quis custodiet ipsos custodes?’ 

(Who will guard the guardians themselves?)26.  

Another way in which an attacker may seek to disrupt a monitoring system is through resource depletion. In the 

case of EVs this is achieved through forcing the system to use more energy than is necessary by constantly 

processing erroneous or anomalous data. The defender should make calculations as to what extent it can 

sustain persistent efforts like this. It may be that it is entirely possible to handle any and all messaging given the 

natural constraints of the vehicle components to send and receive messages. Strategies should be developed 

to deal with these types of attack (or to deal with genuine repeated errors). 

In the real world, car components fail and they generate errors, sometimes repeatedly. It is also true to say that 

there is a market for suppressing errors, because they depress the sale price of a vehicle. This presents a 

challenge in monitoring as it may be possible to mask attacks as failures or suppress real failures by simply 

removing the offending messages. This is relevant because what should be normal or what should be abnormal 

is suddenly questioned. The differing motivations of different threat actors can disrupt monitoring to the point 

that it is useless, although with a large body of vehicles on the road that is not (historically) compromised, 

collective data metrics can help with this problem. A sensibly architected monitoring system which looks inside 

the SoC should be able to make masking by attackers very difficult. 

 

11. Adaptability in a Hostile Environment 

One challenge for the automotive industry which is similar in the consumer products sector is that the product is 

being placed into a hostile environment. Users with legitimate access have almost unlimited access to do 

whatever they want. Garages can change components without permission and criminals have many hours to 

tinker when vehicles are left unattended. As discussed in this paper, this results in a very difficult operating 

environment for OEMs and the task of securing this is not easy. 

Add to this the changes in the relationship between OEMs and their customers. It is a tough question, but does 

the owner of a car really own the car anymore? Is it really just a long-term rental agreement? This question will 

not be answered here, but it is fundamental to many questions of security and of control when it comes to 

modifications and changing of components. 

What can be answered is that there is a wide range of threat actors, some of whom have almost unlimited 

access and time with the vehicle. This means that nothing can truly be trusted. The ‘zero trust’ term has been 

widely abused, but it is an acknowledgement that it is foolhardy to assume trust in peer elements of a system, 

whether it be users authenticating or components talking to one another in a car. 

 

 

Figure 11 Secure-CAV full-scale demonstrators and hacking rigs are used to test the theory 
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One thing that is not frequently discussed is what defenders can do once they discover or suspect that a 

system (or part of it) is compromised. The obvious answer is to stop functioning and to raise an error, but it may 

be that this is the attacker’s objective – and in the automotive context may be more dangerous than tolerating 

the attack. The next option is to ‘call for help’. Systems now have the capability to be somewhat smarter than 

this. Take the situation that an embedded security monitoring system detects a malicious act by a peer 

component – for example something clearly spoofing traffic. It should be immediately assumed that the 

monitoring system is also a target, and this immediately throws up a host of questions: 

• Has the monitoring system itself been blinded? 

• Can it probe outwards and get an assured response? 

• Can the security monitoring system within the host provide duress codes itself if it suspects it has been 

compromised and somehow emit an emergency beacon? And if so, can this be done without the attacker 

detecting it? 

• What actions can the security system take to mitigate the actions of an attacker without harming itself? 

• Can it dynamically close off avenues and vectors for an attacker without causing harm to the overall 

system? 

All of these questions are opportunities that are not currently being adequately explored by the cybersecurity 

community because even getting basic product security measures into a system can be an uphill battle for 

engineers. Siemens is addressing these challenges with its Embedded Analytics portfolio and the questions 

above should be key requirements in the architecture of a monitoring system. The advancement and maturity of 

a fully functioning autonomous low-level security monitoring system beyond basic runtime integrity checking is 

something that is very much needed but is also difficult to get right.  

Some specifications are beginning to mature in this regard and point towards some interesting opportunities for 

defenders. For example, the ETSI EN 303 645 ‘Cyber Security for Consumer Internet of Things: Baseline 

Requirements’ specification27 contains provisions and guidance about what to do if compromise is detected. In 

the case of discovering a breach to software integrity, it recommends that: “…the device should alert the user 

and/or administrator to the issue and should not connect to wider networks than those necessary to perform the 

alerting function.”. It also notes the obvious point, that to recover, the device should be able to return to a 

‘known good’ state. In reference to software update integrity, it also guides that the device can report to a 

trusted peer, i.e. someone who can actually do something meaningful to help or ‘to act’ and that the occurrence 

of the incident is known. What all of this requires for the security system is that there needs to be a trusted 

anchor point which the system can rely on and return to in order to protect and for itself to survive. 

 

12. Conclusions and Future Areas of Work 

The Siemens IP is not designed to supplant other security measures within a vehicle and it cannot stand alone 

– it will, in itself, become a target for attack and therefore needs to be implemented within secure hardware. It 

should sit within a ‘defense-in-depth’ strategy for vehicle OEMs. In the same way, it is clear that real-world data 

will still need to be collected and analyzed by OEMs looking at how vehicles are targeted and if they are 

currently purchasing that equipment and software as part of their product security threat monitoring, they 

should continue to do that.  

The results of Secure-CAV show that multiple, new lines of defense can be put in place inside existing and 

future vehicles, giving increased situational awareness to OEMs as anomalies emerge. It potentially increases 

the options available to react to attacks more effectively.  

The real advantage of the Secure-CAV solution is that it provides anomaly detection at clock-speed, meaning 

that it can address safety-critical scenarios, which software monitoring solutions simply can’t because they 

aren’t fast enough to be able to react and respond. 
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Figure 12 Secure-CAV hacking rig in Copper Horse labs 

Having proven and demonstrated the theory that attacks and anomalies can be detected to (and even 

responded to) at chip-level, the project draws to a close successfully with a panoply of options ahead to 

develop the solution and demonstrators further. The current extensible platform allows for the integration of 

Siemens analytics IP into various components to allow for data collection in a near-real-world system. There 

are clear opportunities for further observation of activity inside the chip, looking at patterns of information and 

using those patterns to detect new security anomalies. Coupling the detection methods with the activity inside 

the chip will vastly enhance the solution over time. 

In addition, there are many sources of information that could be used that are untouched, including different 

protocols, new types of peripherals and the extensive array of existing and emerging hacking methods and 

equipment. As automotive ethernet becomes more widely deployed, attackers will react accordingly so 

solutions to be able to respond to that will need to be ready. 

Our connected world means that we must pay much more attention to ensuring that failures are safe and that 

electronics and software within all types of connected devices are more robust. The mobile industry has led the 

way; over the past twenty years device hardware software and product security techniques have been 

established and have become best-in-class. Now other industries and sectors must follow and begin to take the 

lead themselves in their own vertical domains as they continue to digitize. The prize for creating an effective 

solution to active exploitation of cybersecurity vulnerabilities in automotive is a big one. Citizens across the 

world expect and deserve safe and secure transport, they need to be fully confident that they are not going to 

be harmed in an autonomous vehicle where they are not in control. The current challenge for the world is one 

of cybersecurity resilience – there is a lot of legacy and a lot of insecurity, from supply chains through to 

devices. Secure-CAV has demonstrated that resilience can be achieved through strength-in-depth and that 

even old, legacy systems can be secured. 
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